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In June of 2024, the Gruter Institute for Law & Behavioral Research convened a
multi-disciplinary group of leading thinkers on the topic: Al as the New Biology? Understanding the
Effects of Al and Related Technology on Human Behavior and Society, from Evolutionary Pressures to
Isolation.

The questions posed to those assembled centered around the countless potential impacts of
generative Al on human society. Topics included AI’s impact on reduced in-person social interactions,
human physical and mental health, cooperation and trust, safety, labor markets, education, research,
innovation, cities, leadership, medicine/biology, to Al’s effects on law and institutions. Key to the
discussion was the question of whether Al “selection” will become a new force in evolution?

Many thought leaders point to the risk of humans losing control of Al (exemplified by the open
letter calling for a pause on Al from the Future of Life Institute). But, as conference participants asked,
perhaps the biggest potential impact of all goes to the very basis of life: is Al the new biology? Al and
related technologies are positioned to impose new evolutionary pressures, changing the calculus of
selection. These technologies are already able to change the basics of genetic variation, when Al designed
genetic material can be created with CRISPR and inserted into the germ line. They have the potential to
become primary drivers in human epigenetics (see e.g. recent concerns with the new Apple Vision Pro
“rewiring the brain”).

Scientists throughout the world have spent over 150 years theorizing, observing, and testing
human evolution and its impact on behaviors such as cooperation and trust. As we continue to learn about
and refine the big ideas in evolutionary biology based on the basic evolutionary inputs — natural selection
and environmental change — that we have long known and reasonably understood, artificial intelligence
enters the scene as a new potential driver of selection and environmental change. While Al as a potential
driver of selection and environmental change was not something Darwin likely had envisioned or even
imagined possible, Al is upon us. Indeed, Al has the potential to cause environmental change and
selection pressures of the highest orders. The benefits of Al and related technologies are much discussed,
as every student in high school with a paper due tomorrow can tell you, yet Al also presents the
possibility for humans to experience a brand-new set of evolutionary pressures.

These issues raise a host of questions for which the Gruter Institute’s interdisciplinary toolkit is
being employed, both at the conference and on an ongoing basis. What will the evolutionary pressures of
Al look like? Is Al contributing to or curing human isolation, trust and cooperation? Is Al markedly
different from the displacement caused by technologies throughout history, e.g. textile weaving machines,
steam engines, computers, and the like? How might Al affect how we measure human prosperity?

Applying the insights of evolutionary biology and behavioral biology as well as those of law and
economics, conference participants explored the dynamics of Al and related technology on human
physiology and human behavior. Participants also discussed policies and practices that might alleviate the
negative impacts of Al on society while also acknowledging the significant challenges of regulation,
including regulatory capture and impeding competitive innovation. Participants also looked toward what
future Al technologies might look like, as well as related developments, such as amplified social
media/communication platforms.



The following provides a summary of the rich array of talks on the topics outlined above.
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1. Summary of Speaker Talks

State of AI Today
Megan Ma: Generative AI: A New Biology for the Mind and Body

Dr. Megan Ma's conference talk provided a comprehensive exploration of the evolution, current
advancements, and future trajectories of artificial intelligence (Al). Ma began by tracing the origins of Al
back to ancient Greek mythology, where early concepts of thinking machines were envisioned in stories
about Hephaestus' mechanical helpers and the creation of Pandora. She considers that these mythological
ideas generated the imagery behind foundational theories of neural networks developed in the 1940s,
which sought to mimic the human brain's neural architecture. Ma highlighted the pivotal moment in 2017
with the publication of the paper "Attention is All You Need," which introduced the transformer model.
This development revolutionized natural language processing; by enabling more efficient and effective
handling of sequential data, the stage was set for the rapid advancements in Al that followed. Ma also
delved into the architecture of “machine minds,” explaining how input layers, hidden layers, and output
layers work together in neural networks to process information and generate responses.

Transitioning to the present state of Al, Ma discussed the transformative impact of large language
models (LLMs) like ChatGPT. These models have shifted the paradigm from performing narrowly
defined tasks to acting as general-purpose reasoners capable of interpreting and generating diverse types
of content, including text, audio, and video. Ma underscored the versatility and adaptability of these
models, noting that they can now respond to abstract queries demonstrating nuanced understanding, a
significant leap from earlier iterations. She explored the competitive landscape of Al development,
highlighting notable models such as OpenAl GPT-40, Anthropic's Claude-3 Opus, Google's Gemini 1.5
Pro, Meta's Llama-3, and Apple's contributions with MM 1 and Ferret. Furthermore, she addressed the rise
of open-source Al, emphasizing the accessibility and collaborative potential it brings to the field. Ma also
engaged with the ethical and socio-political debates surrounding Al, particularly the controversies over
"woke" Al and the challenges of ensuring fairness and reducing bias in Al systems.

Looking to the future, Ma envisioned an integration of Al into both existing systems and Al-
native environments, with advancements in embodiment leading to more sophisticated Al agents and
humanoids. This future, she suggested, holds the promise of bridging the gap between human and
machine intelligence, paving the way for a new era of Al-enhanced collaboration and innovation.


https://law.stanford.edu/megan-ma/

Session I: Pressures on Evolution & Human Biology from Al and the Digital World

Andrew Torrance: Al as the New Biology?

Is Al evolving to take over evolution? In this talk, Professor Andrew Torrance answered this
question, delving into AI’s growing influence, the key areas of impact, and the possibility of Al as the
new biology. First, he enumerated a few similarities between humans and Al, stating that both can be
accurate, enthusiastic, convincing, self-delusional, and deceitful. Extending this claim, Torrance added
that human and Al capabilities are converging quickly that humans may already be cyborgs. He then
explored four key characteristics of humans and whether Al possesses these characteristics: life,
intelligence, Theory of Mind, and morality. Evaluating the first characteristic, life, Torrance presented
NASA’s current definition of life: “A self-sustaining chemical system capable of Darwinian evolution.”
Having concluded that Al does possess two of the three stipulations in the definition, Torrance moved on
to intelligence. In order to evaluate AI’s intelligence, he went to the source itself and asked a chatbot
about its self-determined intelligence. The third characteristic was Theory of Mind: the ability to divine
what others are thinking or feeling. Torrance did not make any comprehensive conclusions due to the
hotly contested nature of this trait in Al. As to the last characteristic, morality, Torrance concluded that Al
generally subscribes to human morals but sometimes goes haywire and this ongoing potential is where so
much of the debate about Al is focused.

Subsequently, Torrance examined the impacts that Al might have, touching on in-person
interaction, mental health, cooperation, labor markets, education, innovation, cities, leadership, medicine,
biology, the legal system, and other institutions. He then transitioned to the chief question of his talk:
whether Al is the “new biology.” He started this portion of his presentation by reviewing some of Al’s
current uses in biology, suggesting that it is beginning to have a role in the selection process, genetic
modification, and epigenetics. After this, Torrance debated whether or not Al influences traditional
evolutionary concepts such as environmental changes and selection pressures and examined Al’s
similarity to other technological disruptions in history. To conclude, he briefly discussed regulation and
control of Al, suggesting that uncontrolled Al in the biotech area could be dangerous for the evolutionary
process and general human prosperity, stressing the importance of examining historical technologies to
see how Al measures up, as Al’s impact must be considered across all disciplines so as to truly evaluate
Al’s potential future.

Penny Riggs: Al Tools: Keys to Finding Insight in the Haystacks of “Omics” Data

In her conference talk, Professor Penny Riggs delved into the intricate interplay between Al tools
and genomics, focusing on their potential to unearth significant insights within vast datasets. Riggs began
by discussing the historical context of genomic research, highlighting the Human Genome Project, which
despite its monumental accomplishments, underscored the complexity and vast unknown nature of genetic
regulation and trait origins. She emphasized the limited understanding of gene functions through
presenting some striking statistics: only about 20% of genes are well characterized in many mammals
such as cattle, and as many as 30-40% in humans. Moving from the gene sequence (genotype), to how
that specific sequence “spelling” affects physical characteristics (the phenotype) is still a very difficult
task. Of course, the advent of CRISPR technology, which earned a Nobel Prize in Chemistry in 2020,
marked a significant leap in precise genome editing — now targeted interventions are enabled at the
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genetic level, for those genes whose variations are clearly understood. Riggs also touched on the ethical
and regulatory complexities of germline editing, which hold the potential to alter gene frequencies and
drive evolutionary changes across species. She pointed out that while gene editing tools like CRISPR
have made remarkable strides, they still require specific targets and objectives to be truly effective.

Riggs then transitioned to the current state and future prospects of Al in genomics, where Al tools
are revolutionizing the understanding of complex traits and diseases. Riggs cited Google DeepMind’s
AlphaFold 3 as a prime example: a system capable of accurately predicting protein structures and
biological interactions, thus accelerating drug discovery processes. Despite these advancements, she
underscored the ongoing need for specific targets and clear objectives in Al applications. The talk also
highlighted the role of tools like MetaGraph, which aims to make biological sequence data easily
searchable, akin to a "Google for DNA." Riggs envisions the potential for a future where Al and
genomics can be collaboratively used to enhance human health and sustainability, promoting nutritious
food, clean water, and environmental preservation. In concluding her presentation, Riggs reflected on the
promise versus reality in the field, noting the substantial, although partial, understanding of genetic
functions and the continuous evolution of Al tools to provide deeper insights into the biological world.

Jevin West: The Arrival of the Anthropomorphic System

Professor Jevin West's conference talk, based on a soon-to-be published paper with colleagues
Sandra Peter and Kai Riemer at the University of Sydney, "The Arrival of the Anthropomorphic System,"
offered a detailed examination of the contrasting cognitive and conversational capabilities of Al systems,
emphasizing the importance of understanding anthropomorphism in this context. He began by referencing
well-known science fiction characters to illustrate how popular culture views Al as reliable but often
lacking a human touch. This observation set the stage for a discussion on Brandolini’s Law, which
stresses the ease with which misinformation can spread and how Al systems like Galactica can
inadvertently generate misleading information. West then moved on to the cognitive aspects of Al,
specifically examining whether Al truly meets the criteria for the Theory of Mind. He cited Taylor Webb's
research on analogical reasoning within large language models (LLMs) and discussed his own findings on
zero-shot reasoning, which highlighted the limitations of LLMs in solving cognitive tasks without prior
experience. These insights reveal that while LLMs can excel in certain cognitive areas, they still fall short
in tasks like synthetic alphabet tests, altogether underscoring the need for careful evaluation of Al's true
capabilities.

Shifting then to focus on the conversational domain, West highlighted the remarkable ability of
LLMs to generate human-like dialogue, emphasizing their success in passing the Turing Test to their
sophisticated conversational algorithms rather than genuine cognitive understanding. Notably, he stressed
the importance of not over-anthropomorphizing Al, distinguishing between
anthropomorphism—attributing human traits to non-human entities—and anthropomorphic systems,
which convincingly mimic human traits. Further, West warns of the risks associated with
"Anthropomorphic Seduction," where users may overly trust Al systems that appear human-like,
potentially leading to misuse or overreliance. He underscored the critical implications of this distinction
for technology development, policy-making, research, and education, advocating for a nuanced approach
that acknowledges both the strengths and limitations of Al. Ending his talk, West argued for the
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promotion of responsible and ethical Al that aligns with societal values and needs by fostering a more
informed interaction with these systems.

Brian Arthur: The Historical Significance of GenAl

In his talk, Brian Arthur explored a brief history of human invention, modern-day parallels in
computers and Al, predictions for the future, and two pressing concerns regarding Al’s rapid expansion.
In his discussion of past technological revolutions, Arthur touched on a few different inventions of the
past, specifically the printing press and the computer. He looked at how these two inventions left an
indelible mark on human creation and communication, ushered in a new area of intelligence, and led to
astonishing new opportunities for the human race. Then, he drew a parallel between these past
technological revolutions and the one confronting us right now: the Al revolution. Diving into the
technology’s qualities, Arthur subsequently discussed the characteristics of Al that make it so
life-changing: its never-before-seen human qualities, seemingly infinite array of tools and capabilities,
and ability to evolve rapidly. After discussing these traits, Arthur then presented a few predictions about
what this will mean for the future, explaining that Al will change not only the commercial, economic,
scientific, and social landscape of the world, but also the fields of philosophy, cognitive psychology, and
computer science. Furthermore, he predicted that each field of study and each profession will develop
their own Al systems tailored to their needs. Finally, he presented two Al-related concerns. The first was
that Al communication will soon evolve into autonomous systems such as convoys of driverless cars
completely independent of humans, which presents a threat to our ability to control technology. The
second concern was one regarding the human spirit. He explained that we find joy in constructing things
and taking pride in those creations and that if Al continues on its current trajectory, human creation and its
place in human nature will be severely impaired.

Session II: Evolutionary Psychology, Culture, Human Behavior and Al

Debra Lieberman: Musings on Al by an Evolutionary Psychologist

In her talk, Professor Debra Lieberman examined Al through her unique lens as an evolutionary
psychologist. To begin unraveling the subject through her perspective, she first defined evolutionary
psychology. Next Lieberman moved on to examine the design of the mind, sharing differences between
Al and the human mind, musings on Al, and moral issues accompanying this technological frontier. To
define evolutionary psychology, she discussed some of the topics that those in her field consider: how to
reverse engineer the human mind, how we figure out who our kin are, how we avoid pathogens, emotions,
our cyborg status, and culture. To further set the stage for her musings, Lieberman compared the human
mind to a Swiss Army Knife with multitudes of tools for different tasks and explored the domain-general
architecture theory. Then, she presented differences that exist between Al and the human mind, exploring
the specialized deep learning our brains are capable of, our tendency to reduce uncertainty and
consequences, and AI’s lack of these traits. Continuing this line of reasoning, Lieberman considered
more characteristics of Al: whether its evolution is already slowing down, if it will monopolize
information in the future, any natural limitations that might already exist on its advancement, whether it’s
living (Lieberman believes it is not), aspects of natural intelligence versus artificial intelligence, and
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whether Al systems will be normative and perpetuate majority opinions. To emphasize these moral
considerations further, Lieberman concluded by exploring some of the ethical issues now confronting us,
including:Theory of Mind (or lack thereof) in Al its implications for war, the possibility of humans
already being cyborgs and Al worsening this state, genetic modification mistakes, self-driving convoys
aforementioned by Brian Arthur, and even Al’s potential benefits to education.

Pierce Kelaita: Generative Al: Emerging Use-Cases and Exponential Progress

According to technology entrepreneur Pierce Kelaita, we are on the verge (if not already
experiencing) the most important advancement in human history. This belief provided the backdrop to
Kelaita’s talk, which covered Al’s “traditional” and “emerging” uses and his startling predictions about
the future. Starting with “traditional” uses of Al, Kelaita listed a few of the most common: writing,
coding, and marketing. He then examined some of the risks already present with these traditional uses,
citing examples of unsuccessful Al legal work, CEO changeups, and Al system rollbacks after generating
instructions to eat glue. Transitioning to “emerging” use cases of Al, Kelaita examined Al’s new uses in
predicting human behavior in the “Agent Hospital” simulacra, recreating human thought, selecting job
candidates, and interpreting data. Next, Kelaita began to discuss the future of Al and what this means for
human society. In order to visualize this future, he started by presenting several graphs, one placing us on
the cusp of exponential advancement, another revealing a similar exponential pattern to the production of
microchips, and the last showing proximity to other key events in human history. He then explained that
Al is in line with these trends, showcasing several pieces of evidence proving that Al’s art generation has
rapidly improved, new versions continue to increase their skill set, and Al’s computing power is now
approaching the power of all human brains. Finally, he presented one possible conclusion of these facts:
according to one aggressive, crowdsourced estimate, “Artificial General Intelligence” (AGI) — the point at
which Al is self-teaching and has human intelligence — could arrive in just under three years.

Pete Richerson: Impacts of AI on Human Cultural Evolution

Over the course of his talk, Professor Pete Richerson examined the influence of culture on human
intelligence, various arguments — including his own — regarding Al’s effect on culture, and the specific
components of the cultural intelligence argument he presented. To start, he explained the role of culture
on human intelligence, stating that humans learn from each other, (in that social learning has been
developing since literacy and numeracy), and that the internet and Al have the potential to greatly
influence cultural evolution. Having laid this foundation, Richerson then presented two external
arguments about Al’s effect on culture. The first of these was the Yu, Kosoy, and Gopnik argument. This
perspective, he reported, stated that LLM (Large Language Model) Al is analogous to the cultural
component of human intelligence due to its ability to use knowledge attained through social learning and
that its introduction to humans may speed up cultural evolution. The argument did note, however, that
LLM AI lacks the human traits of truth, relevance checking, learning, and creativity. The second of these
arguments was the Adams et al. Artificial General Intelligence (AGI) Argument. This model made
assertions that built off the Yu, Kosoy, and Gopnik argument while also raising questions about what
features must be added to Al before it surpasses human capacity. To follow these two arguments,
Richerson presented his own: AGI (Artificial General Intelligence) could create adaptations to culture
even without intelligence. To solidify this perspective, he detailed the reason humans rely on culture so
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much, making the point that managing culture is extremely involved; culture only evolves if it does
something genes cannot, people should live with the smallest brain possible (energy efficiency), and that
the cultural niche hypothesis applies. Finally, he presented the cultural intelligence hypothesis. This
hypothesis included cultural inheritance (ability to get information through imitation and learn from
others socially), decision-making forces applied to cultural inheritance, decision-making forces applied to
cultural adaptation, goal setting and motivation, appetites, emotions, goals, motivations, and management
of conflicting goals and motivations. In concluding, Richerson noted that AGI requires many different
components to influence culture. He ended by urging that once these components are present, its influence
could be dangerous.

Session III: Impacts of Al on Institutions and Impacts of Institutions on Al

Dan Katz: All Models Great and Small

Professor Dan Katz's conference talk highlighted the intricacies of constructing a Large Language
Model (LLM) specifically tailored for the legal domain. He began by discussing the transformative
impact of Al within the legal sector, catalyzed by the release of ChatGPT, which he noted as one of the
most successful product launches in history. Katz emphasized the revolutionary potential of integrating
Natural Language Processing (NLP) models in legal workstreams, showcasing the pivotal role of the
"GPT Takes the Bar Exam" paper, which scrutinized the "out of the box" capabilities of GPT-4. This
analysis raised critical questions about the industrialization of these raw capabilities into practical legal
applications. Katz explained the synergy of models, tools, and agents in this context, detailing how
prompt engineering and planning agents enhance the foundational models. He stressed the importance of
understanding the model inputs and their implications, addressing the challenges related to the
contamination testing of black box language models to determine what data these models had been
exposed to and their scope of knowledge.

Further, Katz elaborated on the implications of these developments for property rights in the
realm of Al, noting that ensuring the use of publicly available or licensed data for training is crucial to
avoid copyright infringement and other legal issues. Continuing on, he discussed the evolution of the
Kelvin Legal Data Pack into KL3M, the first legal large language model, which was equipped with an
unprecedented 2.5 trillion tokens. Unheard of before, this model was meticulously designed to handle
legal, financial, and general domain texts, with continuous scoring, filtering, and training on upstream
content to ensure high-quality data. Katz underscored the significance of employing a robust foundry
approach for developing such models, insisting that high-quality input data is paramount. He also
highlighted, however, the advantages of smaller, more focused models, which offer enhanced security,
easier alignment, and lower total cost of ownership compared to larger models mentioned. Katz
concluded by asserting that both large and small models will coexist, each serving distinct purposes, with
smaller models providing critical benefits in terms of implementation and performance within specific
domains.

Daniel Chen: Can AI Help Courts be Fair and Just: Unlocking the Positive Effects of Justice on
Economic Development
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In a justice-based discussion, Professor Daniel Chen discussed Al’s unique skill in addressing
injustice, the opportunity this ability presents in alleviating judicial overload, and stressed the importance
of valuing the justice system. First, he introduced the ways in which Al can and is being used in the
justice system. He illustrated with examples from his research conducted with a team of computer
scientists, economists, and lawyers who work closely with judiciaries' interest in administrative data,
machine learning, and randomized control trials. He reported that their work has resulted in a suite of
open source E-Justice tools that use Al and data to improve and legitimize the justice system. He
presented other E-Justice innovations, too, including WhatsApp for access to courts, apps for missing
cases, open access to legal search engines, and the Uber-ization of case backlog. These innovations, Chen
said, have the particular ability to repair the backlogs currently facing courts by expediting many of the
tasks that would otherwise take up large sums of time. Not only this, but the use of Al also presents the
opportunity to eliminate much of the bias that humans fall victim to when trying to make objective
decisions in courts. While Chen did acknowledge that training data supplied to Al could still churn out
biased decisions, he demonstrated that bias could still be greatly reduced. In addition, he noted that
seemingly unrelated external influences, such as the weather, the time of day, the judge's lunchtime, the
defendant’s name, the defendant’s birthday, the defendant’s gender/masculinity/femininity, the
defendant’s attractiveness, NFL football results, Ramadan, elections, wartime, and snap judgments can
alter decisions and sentences. All those biases could be improved, he argued, with the introduction of
courtroom Al. Finally, Chen discussed the importance of valuing the justice system. In doing this, he
presented a graphic illustrating that justice projects supported by multilateral organizations like the World
Bank are declining, emphasizing that now is the time to invest in justice reform.

John Chisholm: What Approaches to Law and Regulation Should We Use for AI?

Entrepreneur John Chisholm's conference presentation examined the approaches to law and
regulation necessary for managing artificial intelligence (Al). He argued that the Precautionary Principle
is inherently flawed because it focuses on proving safety — impossible in our complex adaptive world —
rather than harm. This principle invites regulatory bodies, who are inherently risk averse, to postpone the
approval of innovations for as long as possible. In a complex world, Chisholm posited that only on-going,
real-world experimentation and application of Als can surface and isolate the most-concerning unknown
risks. Holding developers liable for damages done by their Als both enables innovation to advance and
incentivizes developers to be cautious. Potential risks and their costs are thus incorporated into the
developers’ decision-making. Many risks imagined by Precautionary-Principle adherents never
materialize. The relatively few cases in which Als do harm life or damage property — a small subset of the
imagined risks — can inform legislation and regulation, leading to smart rules that protect life and property
without stifling innovation.

We think of free speech and expression as important for people in a free society; Chisholm
pointed out that they are important for Als as well. Citing a The Economist article (13 May 2024), he
illustrated how diverse Multi-Agent Systems (MAS) of Large Language Models with the ability to
exchange information can collaboratively solve complex problems more effectively than individual
models. This is consistent with the “Diversity trumps Homogeneity” theorem cited by Santa Fe Institute
scholar Scott E. Page and others, which states that a diverse group of decision-makers and problem


https://johnchisholmventures.com/

solvers outperforms homogeneous groups. Free speech/communication is needed by both people and Als
to realize these benefits.

Turning to the broader legal framework, Chisholm discussed the shift in the US, UK, and
elsewhere over the last century from common (“judge-made”) law to civil law — i.e., statutory law,
regulations, and executive orders. In the US, the shift reflects two main forces: federal legislation and
regulation (OSHA, FDA, ADA, ACA, etc.) imposing on more private matters, and the growth of
regulatory and criminal enforcement.

Common law emerges bottom-up from the decisions of thousands of judges and juries across
jurisdictions, and adapts incrementally and continuously to changes in technologies, economies, societies,
and public sentiment. Claire Hill, University of Minnesota Law Chair, notes that Delaware state
Corporation Law is a part of the body of US common law with an outsized effect on business and
commerce nation-wide. In contrast, civil law is handed down from legislatures, parliaments, regulatory
agencies, and in authoritarian countries, by dictators. At its best, civil law is informed by and codifies
established common law. It evolves not incrementally and continuously, but in spurts, when legislation is
passed or amended or new regulations promulgated. While civil law offers benefits of short-term
predictability and timeliness, it is susceptible to public choice concerns, regulatory overreach, the
accumulation of power by special interest groups and legislators, and regime-change uncertainty. These
factors misalign civil law with the natural evolution of society, Chisholm argued, leading to inhibited
innovation, economic stagnation, higher rates of incarceration, and other concerns.

Chisholm drew an analogy between common and civil law, on the one hand, and the
Exploration-Exploitation Optimization Model, widely used in the social sciences, on the other.
Optimization in any dynamic, evolving environment requires balancing “exploration” — discovery and
learning — and “exploitation” — standardization and scaling up of proven methods, which is informed by
exploration. Over-exploration means excessive upfront costs with minimal short-term payoff, while
premature exploitation means rapid scale-up but less-certain market fit and long-term viability. Similarly,
common law provides the exploration (discovery and learning) for civil law. The model offers broad
guidance in trading off exploration and exploitation: for landscapes (terrains, ecosystems, markets,
societies, etc.) that are more varied, more dynamic, less predictable, noisier, or characterized by
longer-term payoffs, more exploration is optimal. If landscapes evolve indefinitely, exploration must
continue indefinitely. Chisholm offered five forms of evidence that the rate of societal change is
increasing, especially in the current Al age: accelerating growth of GDP/capita worldwide, accelerating
pace of innovation and new technology adoption; declining firm lifetimes; and increasing rate of change
of firms’ competitive positioning. Given this, he concluded that the optimal mix of law should be shifting
from civil to common; instead, it has shifted strongly in the other (wrong) direction. The recent US
Supreme Court decision to overturn Chevron deference was a welcome step back in the right direction.

Analyzing the incentives for the shift to civil law, Chisholm showed that complex adaptive
systems like global climate, markets, culture, and (common) law are commons, subject to tragedy, i.e.,
invasion and abuse by self-interested agents. Imposing civil laws, except for the relatively few statutes
which codify established common law, create “free riders” in a common law landscape. For example,
erecting barriers to Al startups bringing their innovations to market turns established Al developers into



free riders. Broadly similar disciplines to those that Elinor Ostrom identified in Governing the Commons
(1990) for the long-term preservation of forests and fisheries — well-defined boundaries, monitoring,
graduated sanctions, etc. — are needed to protect and preserve the societal learning we enjoy from
common law.

Chisholm concluded by advocating for a greater reliance on common law, and more generally, for
judges and courts of law to be empowered to find and implement the best resolutions to litigants’
disputes. Where property rights are not currently well defined, often this will be facilitated by inquiring
what allocation of rights seems most reasonable to a jurisdiction’s “Reasonable Persons,” and assigning
rights accordingly. Courts should be given the opportunity to discover the best resolutions through
judicial processes rather than legislators rushing to create new laws or regulations in response to every
new issue. Such processes enable law to better reflect and adapt to evolving societal norms, innovations,
and circumstances. Finally, Chisholm called for intellectual humility as a primary countervailing force to
the impulse to impose civil law, and to educate scholars, leaders, policy makers, journalists, and voters on
common law’s essential role in keeping law vital and current with our ever-evolving technologies,
economy, and society.

Kevin McCabe: AI and Institutions

Professor Kevin McCabe’s Gruter talk examined the intricate relationship between artificial
intelligence (Al) and institutional structures, emphasizing how Al can transform economic and social
systems. He began by discussing the role of institutions in shaping outcomes through processes of
matching, negotiation, fulfillment, and resolution. McCabe highlighted how institutions organize
individuals and coordinate exchanges, affecting governance and production rules. In particular, he
introduced the concept of neuroeconomic computations, explaining how human interactions and decisions
are influenced by neural assemblies that gather information, govern responses, and output messages,
which in turn affect the state and behavior of institutions. This cyclical interaction between human
cognition and institutional frameworks underscores the dynamic nature of economic and social systems.
In accordance with other speakers, McCabe also explored the issue of Theory of Mind (ToM), questioning
its necessity for Al. While humans use ToM for trust, reciprocity, and social learning, he questioned
whether Al requires this capability to effectively interact within institutional contexts.

Transitioning to the application of Al in decision-making, McCabe explored the use of
computational agents and smart contracts, particularly within decentralized institutions such as blockchain
networks. He discussed how Al can assist in decision-making by calibrating to individual preferences,
handling choice trade-offs, risk, time, social, and moral preferences. Interestingly, McCabe referenced the
Observe, Orient, Decide, Act (OODA) loop, a strategic decision-making model used in military and
business contexts, to highlight Al's potential in both zero-sum and non-zero-sum scenarios. He further
examined the role of game theory in enhancing Al's decision-making accuracy through repeated
interactions and consensus-building. McCabe’s presentation also covered the deployment of Al in
blockchain technology, emphasizing its utility in smart contracts, conflict resolution, and decentralized
finance (DeFi) operations. McCabe concluded by pondering the future of Al in smart contract
management, considering whether Al can act as oracles to input real-world data into blockchains and
whether Al can autonomously design and manage complex contract portfolios, potentially revolutionizing
economic transactions and institutional governance.
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Brian Mannix: Connecting the Dots: Some Thoughts on Where We’ve Been and Where We’re
Going

What does the Lion King have to do with adversarial AI? In his talk, Professor Brian Mannix
discussed the definition of a GLM (Generative Language Model), provided a brief history of
technological developments, examined the various laws that regulate robots, types of Al interactions, and
Al in HFT (High-Frequency Trading). Mannix began his talk noting the true origin of a GLM. He traced
history all the way back to MIT professor Noam Chomsky's 1957 generative grammar, which in 1961 was
transformed into the “Transformational Grammar” textbook (used by Mannix’s high school teacher).
Having explained the GLM origin story, he then presented a brief history of technological advancements,
discussing his first computer, the Control Data Corporation 6600 computer installation at NYU's Courant
Institute of Mathematics. The NYU computer used 60-bit “words,” in contrast to IBM's introduction of
8-bit “bytes” (analogous to the Selectric typing ball). Next, Mannix told an anecdote about a poetry
competition pitting Chomsky’s generative grammar against a simple predictive Markov chain grammar,
anticipating the development of modern GLMs. With this technological history as a background, he
discussed the “laws of robotics,” highlighting Asimov’s laws and later The Sixth Law: Al-on-Al relations.
He classified three types of Al-to-Al interactions: purely adversarial algorithms, strictly cooperative
parallel processors, and the mixed case of rivalrous robots. He then offered ideas on how to structure such
interactions between the rivalrous Al systems, suggesting that it will be difficult to choose which
institutions will regulate these interactions, (noting that Arrow’s Impossibility Theory still applies to this
situation, meaning that asking Al systems to "find a consensus” will not work). Mannix concluded by
looking towards Al and its use in high-frequency financial trading (HFT). Notably, Mannix insisted that
HFT was necessary to keep financial markets in balance (much like the circle of life in The Lion King),
but that “latency racing” can be wasteful. One solution he cited was a “passive timing” communications
channel that effectively puts all points on the earth's surface equidistant from each other, leveling the
trading playing field, minimizing any location disadvantages, and removing incentives to engage in
latency racing.

Session IV: Exploring the Impact of AI and the Digital World on Human Behavior
Daniel Barcay: Closing the Complexity Gap

During his presentation, technology entrepreneur Daniel Barcay examined the human-technology
gap and how to close it, our first contact with Al in the form of social media, our second contact in the
form of generative Al, and AI’s concerning ability to compute psychology. To start, Barcay presented the
notion that while software is “eating the world,” Al is in fact eating software, ultimately revealing that the
complexity of the world is increasing despite our brains falling rapidly behind. This idea, he said, is called
the complexity gap, and it has resulted from a combination of our “paleolithic brains, medieval
institutions, and god-like technology.” To close this gap, he suggested that we design systems that suit our
brains, update our archaic institutions, and govern our rapidly evolving technology. Armed with this
framework, he then explored our first contact with Al in the form of social media, our insufficient
response to the “race for engagement” that came with this contact, and a modern example of the attention
economy demonstrated in Netflix’s endless options. Moving along, he discussed our second contact with
Al in the form of generative Al in all its forms as well as the role it has played in combining the power of
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machines with human intuition. This development, Barcay said, has resulted in an Al that can compute
the psychosocial by predicting emotional states, hidden motives, human cognitive capacity and
development, characterological traits, human weakness, and social status signaling. Barcay elaborated that
this means that we must learn to relate to our machines, citing the increasing similarities between
businesses and machines and the entourage problem as examples of this need. In concluding his talk,
Barcay discussed some instances of natural selection overpowering neural networks followed by some
similar examples of Al refusing to complete requests, essentially outsmarting its creator.

Oliver Goodenough: Is Al the New Biology?

Professor Oliver Goodenough’s talk examined the profound implications of Al on human society
and biology, framing Al as a potential new “major transition” as described by John Maynard Smith and
Eobrs Szathmary in their ook The Major Transitions in Evolution (first published in 1995, Oxford
University Press). Goodenough explored the notion of Al not merely as an advanced tool but as a truly
transformative force with the capacity to alter biological and cultural paradigms. In particular, he
discussed Al’s direct impact on biology through technologies like CRISPR and questioned whether Al
ought to be considered an extension of human culture (albeit perhaps “culture on steroids™) or a
fundamentally new phenomenon. This inquiry is framed within the dual inheritance theory, which posits
that humans possess the unique ability to create, store, and act upon information transmitted across
generations. Goodenough challenged the audience to consider whether Al represents just an enhancement
of cultural capabilities or an independent entity with its own mechanisms of selection and replication,
potentially leading to an Al-human coevolution dynamic.

In the broader evolutionary landscape, Goodenough queried whether Al fits within the framework
of evolutionary dynamics sufficiently to be considered an autonomous evolutionary locus. He raised
critical questions about the replication mechanisms of Al, comparing them to the transmission of cultural
knowledge in human brains. Indeed, he contemplated whether Al’s capacity for storage and selection
transcends human control. This line of thought extends to the potential future coevolution of humans and
Al, where the interdependence of outcomes between humans and machines may redefine the roles and
relationships within society. Goodenough provocatively suggested that as Al continues to evolve,
humanity may find itself in a symbiotic relationship with Al, akin to the coevolution seen between
humans and domesticated animals, raising essential questions about agency, control, and the future
trajectory of both human and artificial life.

Claire Hill: Random Thoughts About Al

In her conference talk, Professor Claire Hill navigated the complex implications of Al on grading,
and business contracting, as well as proxies by which we make inferences and indeed, truth. Hill began by
challenging the initial presumption that cogent writing equates to cogent reasoning, a standard now
complicated by Al's ability to produce coherent text. She noted the increased difficulty in grading and
assessing students, as Al-generated work looks to pre-Al “eyes” as though it must have been produced by
someone who can think well. Hill delved into the concept of “proxies,” meaning indirect ways by which
we make inferences about what is true, such as cogent writing as an indicator of cogent thinking, and how
Al's processes force us to reconsider these proxies. She discussed the inherent difficulty in avoiding
anthropomorphizing Al and questioned the validity of Al's "understanding” versus its ability to perform a
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task at hand. Hill showed that we make considerable use of proxies in all aspects of our lives, and that
they are founded on long chains of inferences — chains that contain links that may no longer support the
proxy. She noted, though, that while Al affects the validity of these chains of inferences, the chains have
always been far from unassailable, insofar as the links have not been sufficiently examined. She noted in
this regard that fears that Al would inject “hallucinations” into the broader corpus of knowledge, while
well-founded, again understate the extent to which the corpus already contains “truths” that may not be
true, giving an example of an obituary from 1891 that was apparently nearly completely false.

Transitioning to Al's role in business contracting, Hill critiqued the initial shortcomings of Al,
such as inconsistent use of terms and neglect of interpretive conventions. She underscored the need for Al
systems to recognize and anticipate issues, ensuring that Al can essentially check itself. Hill also
addressed the relational aspects of contracting, noting that Al-trained texts reflect existing problems due
to path dependence and relational networks. She predicted that while current contracting methods are
resistant to change, significant transformation is likely to occur through external disruption. Hill
concluded by contemplating the future impact of Al on legal practices, the roles of individuals involved,
and the fundamental functions of contracting, suggesting that Al's integration will necessitate a
reevaluation of these traditional processes.

Session V: Policy Analysis: Regulating Al and its Impacts on Human Society
Susan Dudley: How Should AI be Regulated?

In her talk about the regulation of Al, Professor Susan Dudley painted a picture of Al's current
state, the significant potential for regulatory capture, reviewed historical precedents for regulation, applied
an impact analysis to regulating Al, and drew some initial conclusions about best practices. To start,
Dudley highlighted current activity in Europe (Al Act), China (Cybersecurity Law and New Gen Al
Development Plan), Canada (Pan-Canadian Al Strategy and Al Ethics Council), and the United States
(EO: Safe, Secure, and Trustworthy Development and Use of Al). From this, she examined some
historical lessons that can be found in existing frameworks. The first of these frameworks is the
Biotechnology Coordinated Framework (1986) which proclaimed existing authorities sufficient and
focused regulation on the product rather than the process itself. The second of these historical frameworks
is the Internet Framework (1997) which favored the private sector’s leadership, avoided restrictions when
possible, and maintained a simple but effective legal system for commerce. The last of these historical
regulatory frameworks is Executive Order 12866 (1993), which stated, “Federal agencies should
promulgate only... regulations as required by law... necessary to interpret law, or... necessary by
compelling public need.” Subsequently, she used these frameworks to envision what a regulatory impact
analysis might entail, looking at public needs, alternatives to addressing that need, and estimating the
consequences of these alternatives both ex-ante and ex-post. First, she identified the threats to the public:
the failure of private markets and public institutions, monopoly power, externalities, and information
asymmetries. She then identified the alternatives as presumptions against economic regulation, and
highlighted the importance of a learning agenda, including preserving flexibility, incremental and iterative
changes, and ex-ante and ex-post considerations. With this, she then considered how a cost-benefit
analysis could be conducted, suggesting that there must be a great deal of learning, information
generation, experimentation, different reviewers, and more incentives for evaluation before proper
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regulation can be executed well. Finally, she drew some initial conclusions: we must take lessons from
biotech, the internet, and even Al to make regulation (or a lack thereof) most effective.

Jeremy McClane: Pitfalls and Possibilities for AI Regulation

Professor Jeremy McClane examined the complex landscape of Al regulation, identifying both
the pitfalls and possibilities inherent in this rapidly evolving field. He opened by highlighting the dire
warnings from industry leaders like Gary Gensler, who cautions that unchecked Al could precipitate
future financial crises. McClane stressed the tangible risks posed by Al, citing examples such as Air
Canada's financial penalty for misleading customers via chatbots, legal issues arising from Al-generated
fake citations, and Getty Images' lawsuit against Al art generator Stable Diffusion for copyright
infringement. Transitioning to a detailed analysis of risks, he categorized them into "known knowns" like
hallucinations and deep fakes, "known unknowns" such as the labor market impact and cybersecurity
threats, and "unknown unknowns" that remain elusive but potentially catastrophic. McClane argued for a
layered regulatory approach, likening it to a Russian doll, where regulation must target Al developers to
limit negative externalities, manage the actions of Al agents, and protect Al systems from malicious use.

Expanding on regulatory frameworks, McClane contrasted the effectiveness of private and public
law tools in managing Al's unique challenges. He critiqued the inadequacies of corporate governance,
agency law, and contract law in addressing Al's externalities and accountability. Instead, he advocated for
a robust public law toolkit comprising ex-ante and ex-post measures. Ex-ante regulations include
mandatory disclosure and transparency of Al development processes, government-standard
benchmarking, and sandboxing for beta testing, with a potential move towards an FDA-like certification
body for Al products. Ex-post measures focus on internalizing externalities through liability regimes.
McClane also examined global regulatory approaches, noting the EU Al Act's emphasis on risk
assessment and the US executive order's delegation of Al regulation to specific agencies. In contrast,
China's interim measures strictly regulate public-facing Al, ensuring compliance with socialist values.
Concluding his talk, McClane emphasized the need for comprehensive testing before wide Al
deployment, a robust liability framework, and a fundamental rethinking of private law to accommodate
non-human actors, potentially leveraging Al itself to monitor and regulate Al activities.

Rebecca Purdom: Regulating Al and its Impacts on Human Society: Al Takes Higher Education to
School

Professor Rebecca Purdom's conference presentation on "Regulating Al and its Impacts on
Human Society: Al Takes Higher Education to School" delved into the profound implications of Al
integration within the higher education paradigm. She began by examining the multifaceted role of Al in
policing student work, delivering instruction, and providing feedback and mentoring. Highlighting the
controversies surrounding Al detectors in learning management systems like Canvas and Turnitin, she
noted the ethical and constitutional concerns raised, such as potential biases, privacy invasions, and lack
of due process.

Second, Purdom explored how Al can enhance educational delivery by developing lectures,
videos, and creating adaptive learning assessments that respond to student needs. She referenced the
potential for Al to create iterative simulations and deliver targeted content in optimal learning modalities.
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In pedagogy, she differentiated between teaching about Al—covering literacy, programming, and
authentication—and teaching with Al, focusing on Al's role in producing and assessing human outcomes.

Transitioning to the broader administrative and operational impacts, Purdom discussed Al's role
in research development, funding allocation, and operational efficiency within higher education
institutions. She illustrated how Al can act as a co-pilot in research, aiding in the development and
replication of studies while optimizing funding distribution. However, she cautioned about the potential
pitfalls, such as Al's inability to handle complex human tasks like facilities management and emergency
services. Stemming off of these concerns, Purdom presented a future vision of higher education,
referencing Bryan Alexander's concept of the "post-Al Revolution University," where institutions range
from fully integrated "Cyborg academies” to "Robocolleges" serving students with less access to higher
education through Al, and those that might resist Al integration altogether. She emphasized the necessity
for a balanced approach to Al regulation that addresses the ethical, operational, and educational impacts
while fostering innovation and protecting individual rights

Andrew Torrance: If We Could Talk to the Animals How Should We Discuss Their Legal Rights?

Professor Andrew Torrance’s second talk covered an extremely unconventional topic: talking to
animals. Throughout his presentation, he explained the history of animal communication at large, the
whale communication frontier that was brought about by Al and the re-evaluation of animal rights and
laws that might take place. First, he detailed animal communication, highlighting that humans, other
primates, elephants, Caledonian crows, and cetaceans have forms of communication we’ve been able to
interpret. It is whales, however, that have the most complex language apart from humans, which makes
them perfect subjects for true communication. Furthermore, he said, whales communicate with very
specific patterns called codas, each whale species uses a different communication method, and whales
also have the largest brains in the animal kingdom. He then transitioned to discussing specifically sperm
whale communication and interpreting it. First, he explained the language specific to sperm whales, which
is distinguished by its use of clicks. Then, he reviewed some of the current projects working to decode
this language. One such project, called Project CETI, has worked to collect thousands of whale song
recordings and sequenced these calls using Al to decode the codas. Another, the Dominica Sperm Whale
Project, was successful in communicating with a whale using underwater microphones, vast sets of
training data, and detailed knowledge of whale language patterns. After presenting these projects,
Torrance then turned to the legal side of this communication. This section of the talk included a summary
of historical whaling laws, different suggestions from experts regarding what rights animals deserve,
questions surrounding citizenship, jurisdiction, representation, and translation, and even proposals for
whale sovereignty, treaties between species, and various international organizations such as the United
Species that could mediate. To conclude the presentation, Torrance gave his suggestion: to listen to
animals themselves when it comes to rights and ensure that changes are apt.
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